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Introduction 
The increasing advances in 
Genomics have accelerated 
our ability to produce high-
dimensional data in a variety 

of different applications, yet presents an interesting challenge. Although 
our capacity to generate data is increasing exponentially, our ability to get 
most out of the data still needs be to streamlined to deliver the most 
optimal results. Moreover, focusing on specific questions can easily 
result in researchers frequently missing out on interesting aspects of 
the data. This is particularly true for whole genome expression studies 
where subtle differences can be easily disregarded if the focus is on 
addressing highly targeted questions. Data exploration, therefore, is 
paramount to making the most use of the data available.

Guided Interactive  
Analysis of a Large Body  
of Gene Expression Data
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The use of enhanced and interactive visualizations is the most 
optimal way to reveal novel interactions that may exist between 
different aspects of the data. These interactions could easily 
remain limited to pairwise comparisons between conditions, for 
example. Traditional “exploratory” analysis of large expression 
datasets so far has been restricted to some heat-maps 
representing the data correlation or a PCA analysis that only 
highlights the most obvious differences. Although a good starting 
point, such data visualization strategies are limited in their capacity 
to allow an interactive exploration of the data and, as such, have 
an inherent disadvantage of frequently missing important trends 
that weren’t specifically searched for. Even solutions that provide a 
Graphical User Interface (GUI) are limited in their interactivity and 
generally produce only static graphs and reports. Few tools allow 
the ideal exploratory analysis where a researcher simply browses 
the data looking for something striking and interactively drills into 
any interesting observation without having to resort to complex 
command line tools.

In order to demonstrate how modern visual analytics can 
streamline data exploration, we used OmicsOffice to tease out 
features and build upon data without any need of complex 
command lines. Leveraging TIBCO Spotfire® software’s native 
capabilities of enhanced interactivity, easy filtering and drill down 
functionality, the OmicsOffice workflow has been designed to 
produce intuitive visualizations by building upon data that has 
previously been analyzed using in-house custom or third party 
analysis workflows. This gives researchers the possibility to go 
beyond a predefined analysis of the data while, in the process, 
revealing a wealth of hidden information in minimal time and 
effort compared to using more conventional means.

Materials and Methods

The Illumina Human Body Map dataset containing gene expression 
data from 16 different tissue types was used in this study. The 
dataset included gene expression levels measured using 50 
nucleotide (nt) long paired end reads and 75 nt long single  
end reads.

The pre-calculated RPKM expression measures for the Illumina 
Human Body Map data were obtained from http://rnaseq.crg.es/
project/HBM/ as a table containing the RPKM values for all 
ENCODE genes detected in each tissue. Prior to inputting these 
data into OmicsOffice, the RPKM values were adjusted to allow for 
the log transformation of the data. LIMMA analysis was performed 
to assess differential expression analysis between five different pairs 
of tissues, as well as between samples measured with different 
read lengths to obtain log-fold changes and significance for all 
gene comparisons (Table 1). The log-adjusted RPKM values and 
differential expression analysis was loaded into OmicsOffice, and 
the analysis was configured to generate an automatic series of 
interactive visualizations. 

Adipose Adrenal

Adipose Ovary

Heart muscle Kidney

Heart muscle Skeletal muscle

Kidney Liver

All samples read length 75 All samples read length 50

Table 1. (Comparisons).

To add functional information, specific annotations can be added 
during the analysis configuration. In this particular case, pre-loaded 
Uniprot annotations were used to obtain functional information on 
the genes. Additionally, gene lists downloaded from the Broad 
Institute website were used to demonstrate the software’s capacity 
to compare custom gene lists with those generated from the data. 

Results

The execution of OmicsOffice workflow generates an automated 
and interactive analysis report that includes a series of visualizations 
and gene lists that are organized in several sections or tabs. These 
sections or tabs address different aspects of the data analysis, from 
exploratory analysis to ranking of gene expression across various 
comparisons and even similarities with custom gene lists (Table 2). 

Overview

Figure 1 gives a clear visual representation of the genes that show 
significant and non-significant differential expression categories 
across different comparisons. 

The software’s native interactive capabilities mean that in order to 
drill down into specific groups of genes one only needs to mark a 
certain aspect of the visualization. For example, marking the red 
part in the histogram for Tissue comparison: adipose vs adrenal 
will update the associated table below with all the 7407 genes 
that have shown a significant level of down regulation in adipose 
tissue compared with adrenal. 

Section Type of Analysis Information

Overview Information on the overall experiment including 
input files number of samples in each group, genes 
differentially expressed in each group among other

Overall expression Expression correlation within and between samples, 
PCA analysis and Hierarchical clustering and 
distribution of expression values

Top expressed genes Top expressed genes and expression ranks for each 
gene

Differential expression Differential expression information for the different 
data comparisons

Functional 
information

Functions enriched within each of the gene lists 
generated and functional similarity between different 
groups. Similarity between custom lists of genes with 
known functions and automatically generated lists

Table 2. Information provided by OmicsOffice.
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Moreover, visual analytics can aid in highlighting any unexpected 
differences or inconsistencies within the datasets and that is 
most likely an artifact. If these differences were larger, it could 
question the quality of the data and therefore any future 
conclusion. For example, from the first comparison between the 

samples measured using paired end reads of length 50 nt and 
those measured with single end reads of length 75 nt, it is clear 
that the differences are minimal (1099 genes) in a study of this 
size. This observation validates the conclusions from subsequent 
differential expression analysis between tissues.

Figure 1. Overview. At the top we can see for each of the comparisons that have been performed the number of genes that show significant expression differences, the light blue sections 
correspond to those that have been selected, which are displayed in a different panel, as can be seen I the lower part of the figure.
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Figure 2. Similarity of gene expression profiles: heatmap representing the correlation between all samples clearly shows that the samples are very well correlated within the same tissue. 

Data Exploration

The similarity of gene expression values across the samples is 
conventionally represented using heatmaps to assess correlation of 
the different samples within each group (Figure 2). Additionally, 
PCA analysis is excellent for identifying outliers within the dataset 
for exploration of sample clustering (Figure 3a). In this dataset, the 
similarity between tissue replicates is quite high, which is to be 
expected, but it is interesting to see how different tissues are 
clustering together. For example, in Figure 3a, heart muscle and 
skeletal muscle have formed clusters that to the naked eye do not 

seem too far apart. This is supported by Figure 3b, where the 
clustering dendrogram places the two tissue types as having the 
closest expression patterns. However, referring back to Figure 1 
histogram that compares heart to skeletal muscle, it is evident that 
there are more than 10,000 genes showing a significant 
differential expression between the two tissue types. The list of 
these genes can be easily accessed with a click of a button, 
thereby further demonstrating the benefits of visual analytics as an 
aid to data exploration.
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Figure 3. Clustering of samples by gene expression similarity. Panel a) PCA plot showing the first three components. It shows that the different samples from the same tissue tend to 
group very closely. It also highlights the clear differences in gene expression existing between some of the tissues such as testes and brain which are grouping quite separated from 
the rest. Panel b) Hierarchical clustering of the samples based on the gene expression information. As in the case of the PCA and the correlation heat-map we can see the samples 
from the same group are always together. In addition we can get information on the tissues that show similar expression profiles. This would be the case of muscle, where both heart 
and skeletal muscle group together. 

Top Expressed Genes

In this section, OmicsOffice provides visualizations with 
information on the expressed genes in each of the different 
samples, as well as the expression profile of these genes in  
the different samples. This allows the user to identify the top 
expressed genes or find genes at a glance with different behaviors 
between groups, as well as easily exporting the list of these genes. 

For example, we can explore the genes ranked by average 
expression (Figure 4) to identify groups of genes that either have 
large differences in their expression profile between the different 
tissues, or that are similarly ranked in related tissues depending on 
the purpose of the study.

a)

b)
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Figure 4. Expression ranks: In this example, the genes have been ordered by their average expression rank (second column from the left) to easily identify groups of genes with different 
expression behaviors across tissues. For example, gene ENSG00000171564, rank 44, has much lower expression in some tissues than other genes with similar average expression rank: 
this gene presents a much higher expression in Kidney and Liver (and a corresponding lower expression rank) than in the rest of the tissues displayed where this gene shows lower overall 
expression (and thus higher rank). Ranks are displayed using a color gradient from green most expressed genes with lower ranks to red.

Top Expressed Genes

Figure 4 helps to drill down the expression profile of genes  
in different samples, allowing the user to quickly identify the 
top expressed genes or find genes with different behaviors 
between groups.

For example, the highlighted box in Figure 4 represents how  
the genes have been ranked by an overall average expression 
and how they can be further investigated for differences and 
similarities amongst different tissue types based on their 
expression profile ranking. 

Gene Lists and Differential Expressions

The software automatically generates a series of gene lists  
that are relevant to the analysis of the dataset being explored. 
Additionally, the researcher can load custom gene lists that may 
be of interest for particular analysis, such as a list of genes 
involved in certain pathways, and compare these directly with 
the lists generated by OmicsOffice. Some of the lists that are 
generated include:

• K-means clustering. Clusters for k from 2 to 8 are generated.

•  Significantly up-regulated and down-regulated genes for each 
of the comparisons.

•  Genes that appear significant but with a weak or no effect in 
the fold change (-1 >= Fold change <= 1) for each comparison.

•  Top 100 up-regulated and down-regulated in each comparison.

•  Top 500 genes expressed in each group in the comparison 
(this could be tissue or read length in this case).

Gene lists in combination with highly interactive volcano plots 
provide a powerful visual aid to assess differential expression 
levels in different groups. For example, we might want to visually 
confirm that there is minimal difference in estimated gene 
expression using different read lengths. Figure 5a demonstrates 
how selection of the Top 100 Significantly Different Gene List  
in the read length comparison can ascertain the position of  
these genes in the volcano plots corresponding to the other 
comparisons (Table 1). Indeed, as can be seen in the figure, they 
are all present in the lower area of the plot in all the volcano 
plots. This indicates these genes show no statistically significant 
difference in expression between the tissues, as was expected.

The same exploration strategy can be applied to other custom 
gene lists. Figure 5b, representing the genes corresponding  
to Myogenesis Reactome pathways (loaded from the Broad 
Institute), clearly demonstrates that significant fold change 
differences occur mainly in the comparisons involving different 
muscle types (heart vs skeletal). Additionally, labels for the 
selected genes can be used to easily identify them.

Furthermore, the relevant pathways for each of the genes  
of interest can be visualized, to further explore cross-pathway 
interactions. This is the case of CTNNB1, one gene from  
the Myogenesis Reactome pathway that is significantly 
up-regulated in kidney vs liver, non-muscle tissues. The 
pathway viewer of OmicsOffice (Figure 6) shows that CTNNB1, 
the gene encoding β-catenin, is also involved in the Wnt 
signaling pathway.
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Figure 5. Differential Expression volcano plots showing: Panel a) Information on the different tissue comparisons with those top 100 genes differentially expressed between the different 
read lengths selected highlighted in black; Panel b) Information on the different tissue comparisons with those genes belonging to the myogenesis Reactome gene list highlighted in black. 
In this case we used the OmicsOffice Feature Annotation tool in order to add the Gene Symbol to each of the ENCODE Gene IDs.

Figure 6. Pathway viewer highlighting the position of β-catenin, the protein encoded by CTNNB1, in the Wnt pathway.
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Functional Information

Similarities between gene lists generated by OmicsOffice can 
be further used to ascertain functional categories of interest  
in the dataset (Figure 7). Additionally, the workflow provides  
a more specific comparison tool, where any of the generated 
lists can be selected and analyzed for similarity in gene content 
with the other lists available. These types of visualizations can 
be used to easily determine:

a) The most important functional categories within any of the lists;

b)  Which gene lists show more similarity in regards to functional 
categories they include;

c)  Possible similarities between specific lists and lists of genes 
involved in a process of interest.

Figure 7b represents the similarity between all generated lists 
using a heatmap representation of the Jaccard distance.

Figure 7. A) The table shows the similarity of the selected list (significantly up-regulated in heart vs. kidney) to the other lists loaded in the software. B) The heat-map shows information 
on the similarity of the functional categories between the different lists of genes that have been generated automatically by the software.

a)

b)
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Conclusions

The analysis generated by OmicsOffice can highlight the most 
interesting aspects of the data by guiding the exploration of 
large datasets in a seamless manner using highly tailored and 
interactive visualizations and lists.

Generating reports as comprehensive as the one presented in 
this study would take hours, if not days, to manually create 
from the input data. However, the configuration of the analysis 
and the generation of these visualizations for the dataset in 
this study took less than 30 minutes on a standard laptop (Dual 
core 2.53GHz 4GB RAM). This provides users with a complete 
set of interactive visualizations in a timely manner, instead of 
spending days generating different plots with tools such as  
R or Microsoft Excel. 

This software package not only helps researchers with  
limited bioinformatics knowledge, by allowing them to easily 
generate complex visualizations and lists, but it also helps expert 
bioinformaticians to easily explore large expression datasets in  
a fast, effective interactive manner. Furthermore, the results,  
data and figures from the exploration of the data can be simply 
exported as graphics of publishable quality or shared with 
collaborators using the web-browser application from  
TIBCO Spotfire®.

It is evident from this study that OmicsOffice covers  
a much needed gap in the repertoire of applications for those 
researchers working in gene expression studies, and is ideally 
suited for fast exploratory analysis of large and complex datasets 
containing many different groups.


